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Background 
I decided to write this document after watching a talk by David Heinemeier Hansson of 

37signals about his philosophy for making money online.1 Basically, David’s idea is that 

there are plenty of opportunities for web-service startups to be profitable by providing 

well-executed solutions to relatively simple problems faced by small and medium sized 

businesses. One example that David gives in his talk is a web service that has 2,000 

customers, each paying a subscription fee of $40 per month for the service. This adds up 

to (almost) a million dollars a year in revenue. Not the next Facebook, certainly, but 

nothing to sneeze at.  

 

However, as they say, the devil is in the details. It’s one thing to say that you should 

charge a price for your service, but quite another to actually go and set a price. One way 

or another, you eventually have to come up with a price (or range of prices) for your 

service. The goal here is to explain some of the basic economic principles behind setting 

prices, and, most importantly, explain how you can use some relatively sophisticated 

pricing techniques to increase revenues and profits. To illustrate further, here’s the 

current pricing plans that 37signals offers for its Basecamp service: 

 

 

                                                   
1 http://omnisio.com/startupschool08/david-heinemeier-hansson-at-startup-school-08 
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Although this looks simple, quite a lot of complex decisions were required to come up 

with these plans. There’s the choice of the number of plans (three plus a free one), the 

price for each plan, and the features offered under each plan. When making these kinds 

of decisions, it is important to understand the factors that affect revenues, and that’s 

what this document is about.   

 

I’ll mostly focus on giving an intuitive understanding of how different pricing 

techniques work. However, to apply any of these techniques, it is crucial to know your 
customers. It may seem obvious, but to set prices you need some idea of what your 

potential customers are willing to pay for your service. At least you need some idea of 

what an average customer is willing to pay. It’s even better if you know how willingness 

to pay varies across customers, or if you can segment customers into groups.  

 

The good news is that Internet businesses are generally better able to know their 

customers compared to traditional businesses. The reason is that, online, it is much 

easier to track your interactions with individual customers over time. You can build up a 

database of customers with some details about them and keep track of how much they 

have spent on your service. In a traditional store, when someone walks in to buy 

something, it is difficult for the store to remember what the person has purchased 

previously.2 

 

However, as a new startup, you probably don’t have any historical data about your 

customers to rely on. In this case there are two things you can do. One is to investigate 

the characteristics of your customers and try to infer something about willingness to pay 

from that. For example, if your customers are small businesses, from statistical agencies 

you can often get data about business size and revenues. This may help you to estimate 

what they are willing to pay for your service. The other thing you can do is to 

experiment. Come up with some prices (somehow) but don’t worry too much if you 

don’t get it right the first time. Online, it’s relatively easy to change your prices. 

However, clearly it’s better to start with prices that are too high and reduce them later 

rather than start with prices that are too low and have to increase them. 

 

In the next section, I’ll explain the basics of very simple pricing where you sell a single 

product or service and charge a single price to everyone for this. If you’ve ever taken a 

course in economics, you’ll probably have seen this stuff before. After that, I’ll talk about 

some more sophisticated pricing techniques, all of which can be used to generate more 

revenues compared to just setting a simple single price. 

 

I’m going to concentrate on how to use pricing to increase revenue. That is, I’ll ignore the 

costs of your business. For web services, most of the costs are going to be more or less 

                                                   
2 Customer loyalty cards are one way to do this, but these systems are costly and only provide 

imperfect customer tracking. 
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independent of the number of customers that you have. Therefore, more revenues 

should equal more profits. However, if the cost of serving an additional customer is high, 

that cost may exceed any revenue that you can make from them, so your profit would 

reduce if you were able to attract that customer. Depending on the nature of your 

business, it may be worth bearing this in mind. 

 

Finally, a few words about the author. I’m an economist with a particular interest in 

Internet markets and business. I write a blog about economics at 26econ. For several 

years I’ve taught an undergraduate course on Internet economics, and these notes are 

based on part of that course.  

 

Simple pricing 
The simplest possible kind of pricing is to sell a single product or service for a single 

price to everyone who is willing to pay that price. To figure out what price to set, you 

need to know what your customers are willing to pay. Economists summarize 

willingness to pay with a demand curve. Basically, we line up all the potential customers 

from highest willingness to pay down to the lowest, and this is the demand that your 

company faces. Traditionally, we represent this as a graph with number of customers 

horizontally, and willingness to pay vertically: 

 

 
In this illustration I’ve drawn the relationship between willingness to pay and number 

of customers as linear, but it need not be.  

 

For any given price that you set, the demand curve tells you how many customers you 

will receive. Everyone who’s willingness to pay is greater than the price you set will buy 
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your service. Increasing your number of customers obviously requires lowering your 

price, to attract those with lower willingness to pay.  

 

 
Given the demand that you face, the question is what price to set to maximize your 

revenues. For a given price, the total revenues you receive is the number of customers 

who are willing to pay that price, multiplied by the price itself. As you cut your price, 

you get more customers, but the price each customer pays falls. Starting from a high 

price, up to some point the gain from having more customers dominates the loss from a 

lower price, so revenue can be increased by cutting your price. However, once price 

becomes too low, the relative gains and losses are reversed, and cutting your price leads 

to lower revenues. In general, then, there’s some optimal price at which total revenues 

are maximized. The diagram above illustrates this idea. 
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Now all this is fine in theory, but how do you go about choosing your optimal price in 

practice? It’s clear that to set the price, you need to know something about what your 

demand curve looks like. First you need to know the range of willingness to pay for 

your service. If it’s a valuable service to your customers, they will obviously be willing 

to pay more. This boosts your demand and means you can charge more. You also need 

to know the size of the potential market. If your service is valuable to many people, then 

the number of customers you will get at any given price is high, and you can also charge 

more. Finally, you need to know how price sensitive your customers are. Will they go 

away in droves if you raise your price a little? Will a small price cut attract many new 

customers? 

 

In general, the price sensitivity of your demand depends on the availability of substitutes 

for your service. If customers have access to many good substitutes, demand will be 

very price sensitive, because they can just switch to another alternative if you raise your 

price. These substitutes may be provided by your competitors, or they may be 

alternative ways that your customers can do whatever your service provides by 

themselves. The less price sensitive is your demand, the more you can charge.  

 

In the simple illustration above, the price shown maximizes total revenues. However, 

this is not the best that the company can do. It is the best given that the company just 

charges a single price to all customers. But by using more sophisticated pricing, then 

you can make even more revenues than the maximum amount you could make with a 

single price. 

 

There are two basic reasons for this. One is that, with a single price, many of your 

customers who bought at that price were actually willing to pay more. The other reason 

is that there are other potential customers who were not willing to pay the price that you 

charged, but would have been willing to pay something. However, you couldn’t set the 

price low enough to attract these customers because the losses from existing customers 

of lowering your price would have been too great. The following diagram illustrates 

these two potential sources of additional revenue: 
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The key to increasing revenues through more sophisticated pricing is charging more to 

those who are willing to pay more, and attracting some of the customers who are willing 

to pay something. The following sections explain basic techniques for doing this. 

 

Overview of pricing techniques 
There are many different ways that you can increase revenues above what you can get 

with a single price. All of these techniques rely on setting a range of different prices, plus 

some mechanism that sorts customers into different groups according to how much they 

are willing to pay. The key thing that will determine your success in doing this is again 

the information that you have about your customers. Consider the ideal case where you 

know exactly what every potential customer is willing to pay for your service. Then you 

can charge each customer a customized price that extracts the maximum possible 

revenue from them. The better the information you have about your customers, the 

closer you can get to this ideal. 

 

In general, companies don’t have such good information about their customers, so I will 

concentrate on techniques that fall somewhere in between setting a single price for 

everyone and setting a customized price for each customer. The basic idea of charging 

different prices to different groups of customers is known as price discrimination. There 

are a number of different ways that this can be implemented, depending on how much 

information you have about your customers. In first-degree price discrimination, you know 

exactly what each customer is willing to pay and charge them a price accordingly. This 

is the ideal situation described above, but it’s unlikely to be feasible in reality. 

Customers 

Willingness 

to pay 

Optimal 

price 

Customers willing 
to pay more 

Customers willing 
to pay something 



Pricing 101 for Web Startups, by Aaron Schiff  7 

In second-degree price discrimination, you offer a number of different ‘plans’ and let 

customers choose their own appropriate plan. The idea is to let customers separate 

themselves into different groups through the plans that they choose. This is commonly 

used by mobile phone companies, which offer a range of plans with different monthly 

and per-minute fees. Note that the actual service offered under each different plan can 

be the same. That is, different plans don’t have to be associated with different qualities 

of service (such as different amounts of storage space, or priority of customer service). 

Instead, we exploit differences in customers’ willingness to pay to use the service, by 

charging different subscription-based and usage-based fees under different plans. Note 

also that while plans are designed to target different groups, the company itself does not 

need to be able to identify which customer is in which group. The idea is to get 

customers to self-sort into different groups by their plan choices.  

 

In third-degree price discrimination, the firm has a bit better information about its 

customers and is able to separate them into two or more distinct groups according to 

some kind of observable characteristic. The most common way to do this is to charge 

different prices for business customers and home consumers. If you can distinguish 

which customers are businesses and which are consumers, you can implement third-

degree price discrimination. Although it requires more information about customers, 

third-degree price discrimination is generally more profitable than second-degree 

discrimination, since it is not usually possible to design the plans under second-degree 

discrimination to sort the customers perfectly. 

 

As I said above, any type of price discrimination can be applied even if you sell only one 

product or service. However, if you sell more than one, you have additional 

opportunities to use sophisticated pricing to increase revenues. One possibility is 

bundling, where you offer packages of different products or services combined together. 

Microsoft loves the bundling strategy. For example, it sells many different bundles of 

MS Office that include different components. Many of the individual components can 

also be bought separately if you only need one of them. However, unlike price 

discrimination, bundling may not always increase revenues. Whether it does or not 

depends crucially on the characteristics of your products and also your customers.  

 

Another possibility is versioning, where you offer different versions of your service 

targeted at different types of customer. For example, Flickr offers free accounts targeted 

at casual users, and paid accounts targeted at more serious users. The key question here 

is exactly how to design the versions that you offer. What features should you leave out 

of the basic version and put in the pro version? Again it depends crucially on the 

characteristics of your customers. 

 

Finally, there is a question about whether you should charge a single up-front price to 

your customers, or whether you should charge ongoing subscriptions. That is, should 

you sell or rent your service to customers? For example, for software, you could offer it 
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as a web-based service using subscriptions, or sell it to customers for a one-off price to 

install on their own server. In general, it turns out that renting model will be more 

profitable, as I’ll explain.  
 

Simple price discrimination 
In this section I’ll explain the basics of price discrimination. To illustrate, consider a very 

simple situation where you’re just selling one product or service, but trying to charge 

different prices to different customers. A key issue here is whether your customers can 

arbitrage your product. That is, can a customer who gets charged a cheaper price go and 

re-sell what they bought to a customer who gets charged a higher price? If so, your 

customers can undermine your price discrimination strategy and it probably won’t work. 

Fortunately, services are very difficult or impossible to arbitrage.  

 

Since first-degree price discrimination is generally impractical, let’s focus on second- 

and third-degree discrimination. However it’s worth keeping in mind that charging a 

customized price to each individual customer generates the greatest possible revenues of 

all. The closer you can get to this ideal, by using as much information about your 

customers as you can, the more revenues you can generate. Also, third-degree price 

discrimination is slightly more simple than second-degree, so I’ll explain it first.  

Third-degree price discrimination 
To implement third-degree price discrimination, you must be able to separate your 

customers into two or more groups based on some kind of observable characteristics, 

and you must be able to prevent arbitrage among members of the two groups. If these 

conditions are satisfied, the third-degree price discrimination is very easy. You just treat 

each group separately, and set the optimal price for each group based on the demand 

curve of that group. The group that is willing to pay more or is less price sensitive 

should face a relatively higher price.  

 

Third degree price discrimination is more profitable than setting a single price for 

everyone, because you can tailor the price that each group pays to the specific 

characteristics of the customers in that group. This takes you a bit closer to the ideal of 

charging each individual customer a customized price. Thus you extract higher revenues 

from customers in groups that are willing to pay more, and cut prices to encourage 

participation in groups that are not willing to pay so much.  

 

Again the key is information. You need to know which customers are in which group, 

and what the demand curve looks like for each individual group. Thus the information 

you need is greater than what you need to just set a single price for everyone. The better 

information you have, the more accurately you can set the price charged to each group, 

and the more revenues you can earn.  
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Second-degree price discrimination 
In simple second-degree price discrimination, you offer a range of different plans for the 

same service that have different price components. Often, second-degree price 

discrimination is combined with bundling or versioning (both discussed below). 

However, it does not have to be. It is possible to offer different plans for exactly the same 

service, by exploiting differences in customers’ willingness to pay for using the service.  

 

To do this, you need to charge not just subscription prices, but subscription and usage 

prices.3 By offering different plans with different subscription and usage prices, you can 

get customers to self-sort themselves into different groups based on how much they 

want to use your service. In a nutshell, offer a plan with a low subscription price and 

high usage price to customers who do not value using your service very much, and a 

higher subscription price plus lower usage price to customers who value using it a lot. 

 

To explain how this works, we first need to understand how customers respond when 

faced with a plan that has both a subscription and a usage-based price. The key is that 

the usage price determines a customer’s usage level of the service if they do subscribe, 

and thus the value they get from using it. If this value is greater than the subscription fee, 

then they will subscribe.  

 

With this knowledge, it becomes clear how to separate consumers by offering a menu of 

plans. Customers who value using the service highly should be charged a low usage fee, 

to boost their usage and the increase value that they get from using the service. This 

value can then be extracted through a relatively high subscription fee. In contrast, 

customers with low value of using the service will not find this plan attractive, since the 

subscription fee will exceed the value that they get from using it. To attract these 

customers, offer another plan with a low subscription fee but a higher usage fee.  

 

The most important thing is to make the plan designed for each group attractive to 

customers in that group but unattractive to customers in the other groups. While this 

does not require knowledge of which customers are in which group, it does require 

knowledge of the characteristics of each group, and in particular, how much members of 

each group value using the service.  

 

 

 

                                                   
3 If you offer different subscription prices for exactly the same service, obviously everyone will 

just choose the plan with the lowest price! 
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Bundling 
Many products and services, especially in software, are sold as bundles of distinct 

components. A classic example is MS Office, which bundles a wordprocessor, 

spreadsheet, etc. These individual components may also be sold separately in addition 

to the bundle. In some cases, offering a bundle in addition to or instead of individual 

components can increase revenues.  

Pure bundling 
In pure bundling, a number of component products or services are produced, but they 

are all sold together only as a bundle (i.e., the individual components cannot be 

purchased separately). An interesting question is when does this increase profits? To 

answer this question, consider a simple example of a service consisting of two 

components, A and B. Obviously, if all customers always want to consume A and B 

together, then they should be bundled, to make purchasing the service more simple for 

the customer. For example, if all customers of a hosting service want web storage plus 

email, then it makes sense to offer a package of these two components together. 

 

However, in some cases customers have different preferences over the components. 

Maybe some people get more value from A than B, and others get more value from B 

than A. In this type of situation it is not clear whether A and B should be bundled or not. 

To figure out how bundling affects customer behavior, suppose that a customer’s value 

of A is VA and value of B is VB. Customers differ according to VA and VB. Without 

bundling, suppose the price of A is PA and the price of B is PB. Then a customer will buy 

A if VA ≥ PA and will buy B if VB ≥ PB. The following diagram illustrates who buys what: 
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Now consider what happens if only a bundle of A+B is offered and the individual 

components are not. Suppose the bundle price is PAB. In this case a customer will buy the 

bundle if VA + VB ≥ PAB and will buy nothing otherwise. The following diagram illustrates 

who buys what with pure bundling: 

 

 
Depending on the prices, introducing bundling can cause a number of changes in 

customers’ purchasing behavior. The following diagram illustrates what can happen: 
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1: These customers were willing to buy component B only with no bundling, but are not 

willing to buy the bundle.  

2: These customers buy component B only with no bundling, but buy the bundle with 

bundling.  

3: These customers buy nothing with no bundling but buy the bundle with bundling.  

4: These customers buy both components separately with no bundling, and buy the 

bundle with bundling. 

5: These customers buy A only with no bundling, but buy the bundle with bundling.  

6: These customers buy A only with no bundling, but buy nothing with bundling. 

 

As this example illustrates, moving to bundling involves making some tradeoffs. 

Depending on the prices, we may lose some revenue from customers in groups 1, 4 and 

6, but we make gains in groups 2, 3 and 5. Whether or not the gains outweigh the losses 

depends on the prices that we set and also the characteristics of our customers. 

 

The crucial thing that makes bundling potentially profitable is when customer groups 

have quite different valuations of the two components. If some customers value A 

highly relative to B and some others value B highly relative to A, then pure bundling can 

be more profitable than selling the two components separately. 

 

To illustrate, consider the following example. Suppose there are two groups of 

customers, A lovers and B lovers. Say there’s 1,000 customers in each group, and their 

values of the two components are given in this table: 

 

Group Value of A  Value of B 
A lovers $20 $5 

B lovers $5 $20 

First suppose we set separate prices for each component. If we set a price of $20 for A, 

then A lovers will buy it and our revenues will be $20,000. If we set a price of $5 for A, 

then both A lovers and B lovers will buy it, so our revenues will be $10,000. Clearly the 

best price to set is $20. The same is true for B; revenues of B will be maximized at a price 

of $20. So with no bundling, we charge $20 for each component and our total revenues 

are $40,000. 

 

Now suppose we bundle A and B together and sell it for a single price. Both A lovers 

and B lovers are willing to pay $25 for the bundle. So we can set a price of $25 and our 

total revenues will be $50,000. Revenues are increased by bundling in this example. 

 

Why does this work? The key is that while A lovers love A and B lovers love B, they are 

still willing to pay something for the other component. With separate pricing, we have to 

cut the price of a component so much to extract some revenue from the non-lovers of 

that component that it’s not worth it. For example, to get B lovers to buy A, we need to 

cut the price to $5, which reduces revenues from A lovers so much that it’s not 
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worthwhile. However, with bundling, we can extract some revenue for B lovers for 

component A without having to reduce the component A price to A lovers. 

 

Bundling does not work if the customer groups have similar preferences for the two 

components. Consider the following example: 

 

Group Value of A  Value of B 
Pro users $50 $20 

Home users $20 $16 

 

In this case, both groups value A more than B. Suppose again there are 1000 customers 

in each group. If we charge $50 for A, revenues are $50,000 and if we charge $20 then 

revenues are $40,000, so the optimal price for A is $50. If we charge $20 for B then 

revenues are $20,000 and if we charge $16 then revenues are $32,000, so the optimal 

price for B is $16. With no bundling, total revenues are $82,000. 

 

With bundling, Pro users are willing to pay $70 for the bundle and home users are 

willing to pay $36. If we charge $70, revenues are $70,000 and if we charge $36, revenues 

are $72,000, so the optimal price is $36 and at most we can make $72,000 from bundling. 

In this case bundling is less profitable than separate pricing, because the relative 

preferences for A and B across the two customer groups are the same.  

Mixed bundling 
With mixed bundling, a bundle of components is offered, and the individual 

components are also offered separately. This is how Microsoft sells Office: you can buy 

the Office bundle, or you can buy Word and Excel etc separately. Mixed bundling is 

more complicated than pure bundling, because customers have more choices. They can 

choose the bundle, or any other combination of components that they like. 

 

In general, mixed bundling is useful when some customers want all the components in 

the bundle, but there are also some specialist customers who get a lot of value from one 

component but don’t really care about the others. For example, most people like to use a 

wordprocessor and spreadsheet together, but there are a few people who really only 

need a wordprocessor or a spreadsheet. In this kind of situation it can be profitable to 

sell a bundle as well as the individual components. 

 

It may be obvious, but it’s worth pointing out that with mixed bundling, the price of the 

bundle must not exceed the sum of the prices of the components in the bundle, 

otherwise no one will buy the bundle. And, the price of any individual component must 

be less than the price of the bundle, otherwise no one will buy that component. 

 

With these things in mind, consider the following modification of the pure bundling 

example from before: 
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Group Value of A  Value of B 
A lovers $20 $5 

Generalists $18 $18 

B lovers $5 $20 

 

Suppose there’s 1000 customers in each of the three groups. Consider first just selling the 

two components separately. At a price of $20 for A, revenues are $20,000. At a price of 

$18, revenues are $36,000, and at $5 revenues are $15,000. So the optimal price is $18, 

and the same applies for B. With no bundling, maximum revenues are $72,000. 

 

Now suppose we introduce a bundle of A+B together, as well as selling A and B 

separately. A lovers are willing to pay $25 for the bundle, Generalists $36 and B lovers 

$25. Suppose we set a price of $36 for the bundle and a price of $20 for each of A and B. 

In this case only Generalists are willing to buy the bundle, because $36 is more than A 

lovers or B lovers are willing to pay for both components. And Generalists prefer buying 

the bundle rather than only buying A or B. In this case, total revenues are $36,000 + 

$20,000 + $20,000 = $76,000, so mixed bundling is more profitable than no bundling.  

 

As with pure bundling, the key thing once again is to know something about customers. 

The better information we have about customers’ valuations of different components of 

our service, the better we can design our bundles and prices.  

 

Rent or sell? 
Web service businesses face a decision about whether to rent their service to customers, 

or sell a product to them. You can provide a service on your own infrastructure and 

charge a monthly fee, or you can sell a software package to customers that they can use 

on their own servers. Obviously there are some natural advantages to customers from 

renting, in that they do not need to deal with the technical side of things and can simply 

use the service. However, these things aside, from a revenue point of view it is always 

better to rent your service to customers rather than to sell it.  

 

The basic reason why is that a customer decides not only whether or not to buy a service, 

but when to buy it. Unless they have some urgent immediate need for a particular piece 

of software, it’s generally feasible for customers to delay purchasing it for a while. Thus 

from a customer’s point of view, buy later is a substitute for buying now. Recall from the 

introduction that when a product has good substitutes, demand is lower, and this 

prevents setting a high price for it. When you sell software, the ‘you’ who is selling now 

is effectively competing with the ‘you’ who is selling in the future.  

 

Some customers who have high demand for a product will always buy early. However, 

once they have bought, they have no need to buy again in the near future. Thus once the 

initial demand is used up, there will be an incentive to cut prices in future, to boost 
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revenues from the remaining (relatively low demand) customers. Customers are thus 

able to anticipate that future prices will be lowered, and this will induce some of them to 

delay their purchase until prices fall. Therefore, the ability of customers to wait, plus the 

firm’s incentive to cut prices in future mean that products sold now compete with those 

sold in the future, and this competition tends to drive down prices. 

 

With renting, these problems do not exist. Under renting, customers do not own the 

product. Those who rent this month do not reduce the demand next month, because if 

they want to keep using the product next month, they will have to pay another rental fee. 

Using a renting model therefore eliminates the ‘self-competition’ that you may face 

under a selling model, and allows you to generate higher revenues over all. So, unless 

there are special reasons to choose otherwise, renting is the way to go.  

 

Versioning 
The final issue I will discuss is selling different versions of your product or service to 

cater to different customer types. This is subtly different from bundling. Versioning 

involves choosing quality or other characteristics (e.g. storage space, or number of user 

accounts) for different products. In the 37signals Basecamp service, the different plans 

generally correspond to different versions of the product, with different amounts of 

storage space and other capacity characteristics. Bundling would be to combine the 

Basecamp product with other 37signals products like Campfire and Backpack.4  

 

I’ll refer to the different characteristics of services, like storage space, as ‘quality’. The 

key question with versioning is how to set the quality level of each product or each 

service plan. Again, you need to know something about the value that customers place 

on quality and what they are willing to pay for it. If you can identify different groups of 

customers with different willingness to pay, you can design versions targeted at them 

and increase revenues over what you would make with a single version. The tricky part 

is to design each version so that the group it is designed for prefers it over other versions. 

 

To illustrate, consider the following diagram. It shows the willingness to pay for 

additional quality (e.g. storage space) of two different customer groups:5 

 

                                                   
4 In fact the ‘Max’ plan for Basecamp does bundle Campfire.  
5 The discussion here follows Versioning for Information Goods, by Hal Varian, available at 

people.ischool.berkeley.edu/~hal/Papers/version.pdf. 
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The blue line shows what customers in group A are willing to pay to increase the quality. 

At low quality, they are willing to pay a lot for extra quality. At some point, they are not 

willing to pay any more to increase the quality level. The red line shows the same for 

customer group B. Compared to group A, customers in group B are not willing to pay so 

much for quality. If quality were storage space, group A might be professional users and 

group B might be home users (think of professional versus free accounts on Flickr).  

 

Suppose we design two plans, ‘Pro’ and ‘Home’, where the Pro plan has a higher quality 

level. Suppose we set these at the levels where the two groups are not willing to pay any 

extra for higher quality. This makes sense if quality is cheap to provide. For example, if 

storage space is cheap, we might as well provide storage up to the point where people 

get no extra value from more storage, so that we can charge them the highest possible 

price.  

 

Quality level 

Willingness to pay for 
additional quality 

Customer group A 

Customer group B 
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The above diagram illustrates what we can charge for these plans. The total amount that 

customers in group B are willing to pay for the Home plan is the area marked X.6 So 

suppose we set the price on the Home plan to X. Customers in group A get total benefits 

of X + Y + Z from the Pro plan. However, they get benefits of X + Y from the Home plan. 

If the Home plan is priced at X, a group A customer gets X + Y – X = Y from the Home 

plan. To ensure that group A customers prefer the Pro plan over the Home plan, we 

must set the price of the Pro plan low enough. This requires that X + Y + Z – P ≥ Y, where 

P is the price of the Pro plan. So the highest price we can set for the Pro plan is X + Z. 

 

The key thing to observe here is that the presence of the Home plan limits what we can 

charge for the Pro plan. If we only had the Pro plan and no Home plan, we could charge 

X + Y + Z to group A customers for the Pro plan. However, introducing the Home plan 

as an option reduces the price we can charge for the Pro plan, since group A customers 

will switch to the Home plan if the Pro plan price is too high. Adding a new low quality 

plan reduces what can be charged for higher quality plans. 

 

At the two quality levels shown above, we get revenues of X from group B customers 

and X + Z from group A customers. These are the maximum revenues we can get at 

these quality levels. But are the quality levels themselves the right ones to choose? 

Clearly, it makes no sense to increase or reduce the Pro quality level. If we increase it, 

                                                   
6 We find this by ‘adding up’ the willingness to pay of customers in group B for additional 

quality from zero quality up to the quality level under the Home plan. This gives the area X. 
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group A customers are not willing to pay any more for higher quality. If we reduce it, 

group A customers are won’t be willing to pay as much for it as before, so revenues will 

fall. However, consider what happens if we reduce the quality level of the Home plan: 

 

 
Reducing the Home quality level obviously reduces the amount that group B customers 

are willing to pay for this plan. This loss is the area L. However, this also makes the 

Home plan even less attractive to group A customers, and increases the amount that they 

are willing to pay for the Pro plan by G. Since G > L, cutting the Home quality level is 

profitable.  

 

From this analysis, we can learn some lessons for designing versions. Set the quality of 

versions targeted at ‘Pro’ users as high as is profitable. Then reduce the quality of lower 

quality versions until the reduction in willingness to pay of customers who these 

versions are targeted at equals the increase in willingness to pay of the ‘Pro’ users for the 

Pro plan. It is important to recognize the dependence of demand for each plan on the 

quality levels of the other plans. Thus, don’t set quality levels independently, but take a 

broad view of the effects of each plan on all customers’ purchasing decisions. 

 

Final remarks 
Hopefully you’ve been able to gain some basic understanding of more advanced pricing 

techniques and how they can be applied to web services. As I said several times, it is 

very important to know as much about your customers as possible. Keeping good 

Quality level 

Willingness to pay for 
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quality 
‘Pro’ 

quality 

L 

G 
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records of their usage and purchase decisions and analyzing this data is a very good 

investment. Don’t be afraid to experiment too, and record and analyze what happens in 

response to your experiments.  

 

The most basic principle for pricing is to try to segment the market into different 

customer groups, based on willingness to pay for your service. Prices for each segment 

can then be targeted appropriately. Sometimes you can do this segmentation explicitly, 

if you can identify which customers are in which group (third-degree price 

discrimination). That would usually be the most profitable approach, if you are able to 

do it. Otherwise, segmentation must be done indirectly through the products and plans 

that you offer to customers and the choices that they make. Second-degree price 

discrimination, bundling and versioning are all ways that this indirect segmentation can 

be done.  

 

I hope you’ve found reading this document to be helpful. I’m keen to hear any 
comments or suggestions that you have. Please feel free to e-mail me at 
aaron@26econ.com. I also work as a consulting economist, and would be very happy 
to work with any web startups looking to implement pricing strategies on their 
products.  
 


